RD Bock MSMBR 1976

picture from Bock 1975 MSMBR

from Rubin et al JEBS

2.2

A Classic Example of Poorly Formulated Causal Assessment–Lord’s Paradox

Lord’s Paradox is a classic example to illustrate the importance of defining appropriate comparisons and
stating clearly any assumptions underlying estimates implied to be “causal”. This example originally arose
in a similar educational setting, in discussion of gain scores vs. covariance (regression) adjustment (Lord
1967). Lord described the following “paradox:” A university is interested in estimating the effect of the
university diet on student’s weight, and is particularly interested in any differential effect on males and
females. Simple descriptions are given of the data at the beginning and end of the year. For both males and
females, the distribution of weights is the same at the beginning and end of the year (the average female
weight is the same, the female variance is the same, the average male weight is the same, the male variance
is the same, the correlation between September and June weight is 0.8 for both males and females, etc.).
Lord then posits two statisticians. Statistician 1 uses gain scores (comparing the change in weight from
September to June between males and females) and claims that since on average neither males nor females
gained or lost weight during the year, then there is no differential effect of the diet on males or females.
Statistician 2 computes a covariance adjusted difference of the two group means and sees that, for males
and females of the same initial weight, the males weigh more at the end of the year. He thus concludes that
there is a differential effect of the diet for males and females, with males gaining more weight on average.
For a graphical representation of the analyses of statisticians 1 and 2, see Bock (1975). Lord’s primary
question concerned which of these statisticians was correct.
picture next page

2.3

Lord’s Paradox Resolved

Holland and Rubin (1983) explain the apparent paradox by noting that either statistician can be correct,
depending on the assumptions made. In the hypothetical scenario, all students receive the new diet; no
students receive the undefined “control” diet, whatever it is (no diet? the “old” university diet? the diet
the students ate before attending university?). Thus, the only potential outcome that is even observed is
that under the treatment (university diet). The potential outcomes under the control diet are completely
missing.
If it is assumed that under the control diet each student’s weight in June would be the same as their weight
in September, then statistician 1 is correct. Statistician 2 is correct under the assumption that weight gain
under the control diet is a linear function of the student’s weight in September with a common slope but
varying intercept for males and females. This simple example is very instructive regarding the importance
of thinking carefully about what is being estimated and what is the quantity of interest. It is easy to focus
on estimation methods without thinking about the underlying problem–what the technical methods are
trying to estimate. Many statisticians and educational researchers were perplexed by Lord’s paradox–valid
causal inference does not come easily or naturally, except in randomized experiments, and even there only
with no complications such as those discussed in Sections 2.6 and 2.7.

2.4

see handout for details
Post-test Scores versus Gain Scores

Despite the debate about whether post-test scores or gain scores should be used as outcomes, the RCM
perspective makes it clear that the same causal effect is the estimand whether using either post-test scores
or gain scores because test score before treatment assignment is a covariate, unaffected by treatment
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student not been in the dining room of interest. This devolves directly from
the notion of a causal effect being the difference between what happened
under the treatment condition vs. what happened under the control
condition.
The fundamental difficulty with causal inference is that we can never
observe both situations. Thus we must make some sort of assumption about
what would have happened had the person been in the other group. In
practice we get hints of what such a number would be through averaging and
random assignment. This allows us to safely assume that, on average, the
experimental and control groups are the same.
In Lord’s set-up the explication is reasonably complex. To draw his
conclusion the first statistician makes the implicit assumption that a
student’s control diet (whatever that might be) would have left the student
with the same weight in June as he had in September. This is entirely
untestable. The second statistician’s conclusions are dependent on an allied,
but different, untestable assumption. Specifically that the student’s weight
in June, under the unadministered control condition, is a linear function of
his weight in September. Further, that same linear function must apply to all
students in the same dining room.
How does this approach help us to untangle the conflicting estimates
for the relative value of medical school for the two racial groups? To do this
requires a little notation and some algebra.
The elements of the model7 are:
1. A population of units, P
2. An “experimental manipulation,” with levels T and C and its associated
indicator variable, S
3. A subpopulation indicator, G
4. An outcome variable, Y
5. A concomitant variable, X
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This section borrows heavily from Holland & Rubin (1983, p. 5-8) and uses their words as
well as their ideas.
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